
Good AI – bad for banks?

Artificial intelligence is the new buzzword – and with good reason: It is 
reshaping the world around us. With the financial sector being partic-
ularly suited for the use of AI, we are called upon to examine the impli-
cations of AI use for financial stability. In this paper, we take a closer 
look at the financial stability risks that arise as banks, nonbank financial 
institutions, borrowers and society as a whole embrace the new tech-
nology. To do so, we compare the findings of five renowned financial 
institutions and discuss four different AI scenarios.
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AI will reshape finance
Finance is regularly cited as one of 
the sectors most impacted by AI.
This is why several reputable 
institutions tasked with maintaining 
financial stability have explored the 
topic.
We find that they identify model 
opacity, herding and cyber risks as 
the most common AI-related risks.

AI effects vary across scenarios
We explore four scenarios that 
assume varying speeds and 
capabilities of AI development.
We discuss market manipulation via 
deepfakes, credit risks stemming 
from layoffs and firm failures, and 
the implications of artificial general 
intelligence and superintelligence.

Being too cautious might be 
risky too
US big techs’ bloated valuations will 
raise concerns if AI fails to meet 
investors’ expectations.
While banks’ general resilience is 
the key risk mitigant, a too cautious 
regulatory approach to AI bears its 
own risk, namely that of being unable 
to manage the structural changes AI 
might bring about.
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Abstract1

The rapid advancement of artificial intelligence (AI) is set to reshape the financial system. For an over-
view of potential AI-related risks to financial stability, we synthesize the assessments of five reputable 
institutions – the International Monetary Fund, the Bank for International Settlements, the Financial 
Stability Board, the Bank of England and the European Central Bank. The risks most frequently high-
lighted in the five studies reviewed are (1) model opacity, (2) herding behavior, (3) cyber risks and  
(4) supplier concentration. The studies show limited consideration of the indirect effects of AI, how
ever. Indirect effects could materialize if AI worsens the credit quality of traditional borrowers (house-
holds, firms and sovereigns) and if AI investments fail to yield sufficient returns. Moreover, no common 
 categorization of risks has emerged so far, which hinders comparability and professional exchange.

We suggest exploring AI risks to the financial system on the basis of four scenarios that assume 
varying speeds and capabilities of AI development. In the moderate scenario, market manipulation via 
deepfakes emerges as a key concern, while in the fast-paced scenario, credit risks stemming from 
 layoffs and firm failures take precedence. In the third scenario, we address the implications of artificial 
general intelligence (AGI) and superintelligence (SI) and in the fourth scenario, we highlight the  negative 
wealth effects in case the use of AI does not generate enough profit to cover costs and meet market 
expectations. The general resilience of banks and other financial actors is of course the most important 
mitigant in any scenario. We conclude, however, that a too cautious regulatory approach to AI might 
bear its own risk, namely that of one sector – or of society as a whole – being unable to manage the 
structural changes AI might bring about.

1 Motivation and backdrop

Artificial intelligence (AI) is poised to transform the financial industry. The financial sector frequently 
ranks among the most AI-exposed industries, which is not surprising given its highly AI-compatible 
 production process involving specialized labor and nonphysical output (Aldasoro et al., 2024a; Felten et 
al., 2021). AI adoption by the financial sector (internal adoption) only accounts for a small part of the 
 effect AI has on finance, however. Other factors play a major role as well: First, the financial sector is key 
in funding AI development, as it requires high capital and research and development (R&D) expenditures. 
Second, the productivity shock AI might cause would disrupt the debt-servicing capacity of banks’ tradi-
tional debtors, including firms, households and governments.

For these reasons – and others we will explore – reputable institutions concerned with financial stability 
are working to assess the implications the rapid development of AI has for the financial sector. In this 
 paper, we summarize their views (section 2) and present an analysis of key risks based on four scenarios 
(section 3). Section 4 concludes.

AI promises many benefits for society. In finance, cost saving or improved risk management are just 
two examples out of many, see e.g. Financial Stability Board (2024). The nature of our discipline compels 
us to focus on the risks AI poses to financial stability. It is important to note in this context, however, that 
a risk aversion that is too strong can in itself become a major risk, for instance if other countries’ financial 
or real sectors reap the benefits of AI and outcompete domestic sectors. Given Europe’s lagging AI  uptake, 
this concern warrants deeper discussion in section 3.

1	 The author would like to thank Gilbert Hangel (Medical University of Vienna), Philipp Imhof, Martin Lackner  
(St. Pölten University of Applied Sciences), Franz Mohr (Financial Market Authority) as well as Sebastian Rötzer, 
Stefan Schellerer, Christian Wipf and Susanne Steinacher (all OeNB) for valuable suggestions and ideas.
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2 How institutions concerned with financial stability view AI
In this section, we summarize recent perspectives on AI published in studies by major financial stability 
institutions, namely the Bank of England (BoE) (Bank of England and Financial Conduct Authority, 2022), 
the European Central Bank (ECB) (Leitner et al., 2024), the Bank for International Settlements (BIS) 
 (Aldasoro et al., 2024b), the International Monetary Fund (IMF) (2024b) and the Financial Stability Board 
(FSB) (2024).2 A detailed comparison of these studies yields the following key observations:

1)	Consensus on AI potential: The authors broadly agree on the potential of AI to reshape finance and 
on the need for financial stability institutions to address the topic.

2)	No consensus on terminology: No standard has emerged on how to categorize financial stability 
risks emerging from AI. While below, we attempt to identify the main risk per contribution, this task 
is complicated by a lack of common terminology. As a case in point, the terms “model risk” and “bias” 
are each used with different meanings.3 The IMF explicitly categorizes the risk of relying on third-
party AI providers as an operational risk but not as a cyber risk, while the ECB includes cyber risk in 
operational risk but not supplier concentration risk.	  
As a lesson, we advocate for a clear description of risks and a careful use of terminology in this broad 
emerging field of financial stability concerns. In section 3, we propose two ways of sorting the pile 
of risks that emerge when comparing the studies under review. 

3)	Consensus on identified risks: Despite differences in focus and terminology, we can determine the 
main risks identified per contribution and compare them with one another (figure 1). Model opacity, 
herding and cyber risk emerge as core concerns across all contributions. We discuss these risks in 
more detail below.

4)	Little consideration of indirect effects: The primary focus of the studies under review is the adop-
tion of AI in the financial sector. Discussions on indirect AI-driven effects – such as transformations 
in nonfinancial industries – are largely confined to the topics of cyber risks and misinformation. The 
BIS study (Aldasoro et al., 2024b) is an exception in this respect as it examines how AI-driven shifts 
in legal, nonfinancial economic activity might affect finance.4 Notably, none of the five studies 
 explores the financial implications that might occur if the use of AI does not generate enough profit 
to cover costs and meet market expectations. We argue that these indirect effects deserve more 
attention, given the financial sector’s deep integration into the broader economy – a point we 
 develop further in section 3.

2	 This is not to say that these are the only contributions on this issue, see e.g. Finance Watch (2025). They are not 
even the only contributions on the issue made by these institutions, see the early contribution by the FSB (2017) 
or several other contributions by the BIS with varying focuses (Aldasoro et al., 2024a; Aldasoro et al., 2024c; 
Gambacorta et al., 2024; Araujo et al., 2024). The studies we synthesize here are all fairly recent, of comparable 
length and have been published by renowned institutions that have a history of being at the forefront of the 
 international debate on many financial stability issues. 

3	 “Bias,” for instance, is used to refer to (1) the purely statistical term, defined as an estimator that fails to converge 
on its true value, (2) data samples misrepresenting the true population and (3) unfair discrimination among individ-
uals (see the BIS, BoE and IMF studies under review). Also, it is unclear, for example, what the BIS means by 
 “inherent unsuitability of AI agents for aspects of macroprudential policies” or by “network interconnectedness, 
which may create new failure modes.”

4	 This does not mean that these are blind spots at these institutions, see e.g. other publications by the IMF (2023) 
and the BIS (Aldasoro et al., 2024a).
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Below, we summarize the four primary risks identified across the five studies under review. The 
 counterarguments per risk provided under Discussion are not meant to dismiss the risks but to critically 
examine their prominence among the most relevant concerns.

1)	Model opacity encompasses issues such as reduced predictability in banks’ internal models (e.g. risk 
modeling, pricing or asset allocation) and the lack of explainability in AI-generated outputs. 	  
Discussion: While mechanical operations have become difficult to trace even in mid-sized neural 
networks, recent advances in Large Language Models (LLMs), especially their reasoning capabilities 
and chain-of-thought technology, address the lack of explainability (Wei et al., 2022). Yet, even 
 advanced LLMs show pockets of surprising behavior and unexpectedly weak performance.5 Would 
it be in the self-interest of financial institutions to avoid opaque models when more interpretable 
alternatives exist? Certainly, supervisors have a role in emphasizing explainability over short-term 
prediction performance.

2)	Herding and market correlation might arise if financial institutions rely on the same AI model for 
asset allocation and investment decisions. These systemic common exposures could amplify market 
bubbles and trigger correlated responses to market corrections by many market participants, 
 exacerbating financial instability. There is consensus that, with AI advancement, purely mechanistic 
trading strategies will become more prevalent, i.e. trading strategies “without a human in the loop.” 
The BIS (Aldasoro et al., 2024b) highlights the 1987 US stock market crash, where pre-AI mechanistic 
portfolio insurance strategies contributed to the largest single-day drop of equity prices in US stock 
history. Shin (2010) similarly discusses pre-AI mechanic hedging strategies with positive feedback 
loops creating destabilizing spirals. As a counterposition, Shiller (2010) and Scharfstein and Stein 
(1990) emphasize the psychological and social dimensions of herding. Kahnemann et al. (1998) and 
Salganik and Watts (2008) experimentally show how group dynamics can lead the herd astray, while 
statistical approaches are less vulnerable to social cascades.	  
Discussion: Algorithmic trading and technical analysis have been widespread for decades (Gehrig and 
Menkhoff, 2006). So have common data sources for risk models and asset allocation. BlackRock’s 

5	 E.g. the failure of GPT-4 to accurately answer “which number is larger: 9.9 or 9.11” or to count the “r’s” in 
 “strawberry.” For more serious behavior, see emergent misalignment in Betley et al. (2025).

Main AI-related risks identified by reputable financial stability institutions

Source: Author’s compilation.
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Aladdin, a system combining pools of financial data and software, analyzed and priced USD 21.6 tril-
lion in assets already in 2020.6 Financial institutions have long used portfolio insurance strategies 
and stop-loss mechanisms that sometimes have unintended externalities on market stability. Whether 
AI will exacerbate these risks remains uncertain. Investors’ initial portfolio positions and risk appe-
tites differ, which leads to diverse decision-making even when similar AI tools are used. 	  
Importantly, more advanced AI models can be expected to pay greater attention to these differences, 
which may result in a variation in recommendations even when only a single model is in use. 
 Additionally, a model-driven trade, like any trade, influences market prices, thus making identical 
subsequent trades less attractive. Given these factors – and the inherently social and psychological 
nature of herding – it is not evident that AI will significantly worsen the problem. 

3)	Cyber risk, in the context of AI, encompasses three types of risk. First, attacks by an attacker that is 
supported by AI.  Second, attacks targeting AI-driven financial systems. Third, “social hacking.” Exam-
ples of the first type comprise using AI-generated code to create malware capable of infiltrating a 
bank’s infrastructure or commanding AI agents to explore cybersecurity vulnerabilities. An example 
of the second type is jailbreaking an AI-powered customer service assistant to extract confidential 
client data (Wei et al., 2024). The third type of attacks, which is sometimes also classified as cyber 
risk, is social hacking, where AI exploits human psychology and perpetrators use AI to personalize 
their phishing attacks (spear phishing) to gain unauthorized access to information or systems. We 
will address this last type in section 3.1.	  
Discussion: The overlap between AI risk and cyber risk is sometimes overrated. Many cyber risks 
exist independently of AI, just as AI-related risks do not always involve cybersecurity threats. That 
said, AI-driven cyber risks will continue to evolve (Zou et al., 2023) and increase in importance with 
the wider deployment of AI in financial institutions. At least, AI will not only empower attackers but 
also enhance defensive cybersecurity capabilities.

4)	Supplier concentration captures the risk that AI software, or the hardware required to train or host 
AI models, might be in the hands of an oligopoly.7 Such dependence creates risks due to limited 
 substitutability if suppliers fail to deliver, as well as potential cost pressures that arise from market 
power. Sitaraman and Narechania (2024) conclude that oligopolistic structures are particularly 
 prevalent in semiconductor manufacturing and, to a lesser extent, in cloud infrastructure provision. 
For data center graphics processing units (GPUs), the market is monopolistic rather than oligopolistic, 
with US big tech Nvidia currently accounting for a market share of 97%8.  
Discussion: The risks of IT system dependency are a central focus of the EU’s Digital Operational 
Resilience Act (DORA), and reliance on AI providers is likely to grow. When it comes to data center 
GPUs, the current market concentration is indeed worrying. The number of AI model developers, 
however, remains large and is expanding. As the IMF (2024b) notes, the share of open-source  
AI models went up from approximately 30% in 2021 to 80% in 2024. While an oligopoly in AI 
 development is undesirable from an economic competition standpoint (Sitaraman and Narechania, 
2024), its implications for financial stability are less clear. If all banks face higher AI-related costs due 
to supplier concentration, consumers would be worse off, but financial stability would not. Higher 
fixed costs may favor large banks with economies of scale, leading to greater financial sector 
 concentration – this is what the ECB refers to as the “too-big-to-fail” externalities of AI. 

6	 Business Insider (2020). A reliable, more recent figure could not be obtained.
7	 Note that higher supplier concentration would also fuel cyber risk and herding, but we classified both risks 

 separately.
8	 Source: 360iResearch (2025). 
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3 Risk grouping and AI scenarios relevant for the financial sector
From reviewing the five studies, two approaches to grouping the identified risks emerge: first, a cross-
section differentiation, and second, a scenario-based approach. In the first approach, cross-section differ-
entiation distinguishes, first, between internal AI use (i.e. the use of AI by financial sector entities) and 
external AI use (i.e. the use of AI by individuals outside the financial sector entities affected). In a second 
step, the risks emerging from internal AI use could be further differentiated according to whether they 
exist in isolation (idiosyncratic) or only in conjunction with other financial entities (systemic) (figure 2). 
Also, the risks emerging from external AI use could be further divided into direct risks of external AI use and 
indirect risks, e.g. effects via credit events of debtors. 

The second approach to grouping risks is a scenario-based approach, as recommended by Korinek and 
Suh (2025). AI scenarios typically differ in terms of assumed AI capabilities without paying heed to the 
timeframe within which AI reaches these capabilities. However, the speed of AI improvement is crucially 
important as it determines whether society can adapt to increased AI capabilities or whether sudden 
AI-related shocks would uproot parts of the financial system. 

In the following section, we follow the scenario-based approach and structure AI-related risks to the 
financial sector on the basis of four AI scenarios. These scenarios (1) to (4) differ in terms of AI capabilities 
 assumed within a timeframe of about five years: (1) moderate AI capabilities, (2) fast and powerful AI,  
(3) artificial general intelligence (AGI) and superintelligence (SI), and (4) AI winter. We describe the scenarios 
in more detail below. Under Mitigation strategies, we shortly describe how financial institutions and 
 policymakers can address the negative implications the respective scenarios bring about.

Cross-section grouping of AI-related financial stability risks 

Source: Author's compilation.
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3.1 Scenario 1: moderate AI capabilities
History provides numerous examples of how public statements by influential market participants have 
triggered strong market reactions.9 In our context, one of the most severe risks to financial markets is 
market manipulation via deepfakes. Producing high-quality fake videos is already possible by using  current 
AI technology, and it only requires limited hardware and labor. With greater computational power and the 
dedicated efforts of larger, skilled teams of experts, fake contents could turn into “information bombs” for 
financial markets. Consider, for example, a fake video showing a private meeting in which a visibly 
 distressed chief risk officer informs top regulators of an unexpected portfolio loss at a major bank. Such 
an AI-fabricated video could either be released publicly to go viral or, more insidiously, be shared privately 
with selected large shareholders. The latter approach would make it harder for both regulators and the 
targeted institution to trace the source of the market reaction. Apart from market manipulation, social 
hacking is a serious concern. Fraudsters have already been known to use AI to gain access to bank 
 accounts or to attract funds. With stronger AI, its manipulative potential increases, and we might even see 
a move from social hacking to social engineering, with AI being used to exploit our psychological vulner-
abilities in an ever more targeted way.

Mitigation strategies: The best defense against market manipulation is having strong capital and  
liquidity buffers in place at banks and nonbank financial institutions (NBFIs), thus ensuring that they  
can withstand sudden market shocks. The expectation of a swift and credible response by a trusted 
 regulatory body could discourage attempts at manipulation. Greater awareness of deepfake technologies, 
along with AI-driven tools to detect and debunk fraudulent content, would be essential (Aldasoro et al., 
2024c). 

3.2 Scenario 2: fast and powerful AI
Scenario 2 envisions a sudden and significant productivity shock – one in which AI capabilities advance 
rapidly, thus e.g. enabling autonomous agents to perform a broad range of cognitive tasks. The scale of 
such a transformation has been compared to the Industrial Revolution (Abis and Veldkamp, 2024). If this 
transformation occurs within the short time frame of five years assumed here, firms and labor  markets 
will struggle to adapt, disrupting entire industries (Korinek, 2023). In a rapidly changing world, it is 
 important to establish common ground on this major effect. In general, all productivity  advances will be 
distributed across three possible channels (figure 3):

1)	more output with the same input (e.g. likely 
in healthcare but unlikely in potato chip pro-
duction, where saturation is more prevalent)

2)	less input for the same output (either (a) vol-
untary, i.e. increased leisure, or (b) involun-
tary, i.e.  unemployment and firm closures)

3)	structural transformation (i.e. a shift of labor 
and capital to new sectors)

In the supply-side model of David Ricardo’s 
comparative advantage, adjustments to productiv-
ity gains work via the third channel (structural 
transformation) and the first channel (more out-
put). In the long term, this is also what we see when 

9	 E.g. the comments by Saudi National Bank, the top Credit Suisse shareholder, not to raise its stake in March 2023 
(Bloomberg, 2023).

Potential consequences of a productivity shock 

Source: Author's compilation.

Figure 3
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studying the Industrial Revolution or any other technological advancement. However, the faster AI tech-
nology progresses, the more disruptive the transformation will be, creating layoffs and firm failures where 
 adaptation is not possible. For the financial sector, this could result in surges in credit defaults in both the 
corporate and household sectors. On top, as the BIS (Aldasoro et al., 2024b) points out, governments 
would face declining tax revenues while  simultaneously incurring higher social security costs due to rising 
unemployment.

The impact of AI will not be uniform. It will vary across industries, skill levels, labor and capital, and 
 national economies (Gambacorta et al., 2024; Makridis and Hickman, 2023; Korinek and Suh, 2024; 
 Toner-Rodgers, 2024). Some societies will successfully channel the productivity shock into higher output 
and structural change, while others may struggle to maintain their economic stability. The resilience of a 
country’s financial sector will largely depend on its capacity to adapt to this transformation.

While the IMF’s AI Preparedness Index suggests that national rankings closely correlate with GDP per 
capita,10 Autonomous (2024) finds that EU banks currently do not have a high degree of AI readiness. A 
key reason for this may be strict and ambiguous regulations, such as the EU Artificial Intelligence Act  
and the General Data Protection Regulation (GDPR). These laws impose significant constraints on AI 
 deployment across industries, thereby slowing AI adoption. As a result, major tech firms – including  
Apple, Microsoft, OpenAI, Meta and xAI – have delayed or indefinitely postponed rolling out certain AI 
features in the EU due to legal uncertainty. In a globalized economy, this regulatory burden could place 
European firms at a comparative disadvantage – a gap that will only widen if AI advances rapidly (Misch 
et al., 2024). 

Mitigation strategies: Maintaining adequate capital buffers at banks and NBFIs will help absorb credit 
losses arising from AI-driven productivity shocks. But policymakers must also strike a balance: While AI 
safety regulations serve a legitimate purpose, overly restrictive frameworks can limit access to and usage 
of AI, thus hindering adaptation and productivity, and undermine financial stability.

3.3 Scenario 3: artificial general intelligence or superintelligence 
There is no fundamental physical or theoretical limit preventing AI from surpassing human intelligence. 
Artificial general intelligence (AGI) commonly refers to AI systems that would match or exceed human 
expert-level performance across all economically relevant cognitive tasks. Superintelligence (SI) refers to 
even more advanced AI systems that would surpass human intelligence by orders of magnitude – similar 
to the way humans surpass monkeys and monkeys surpass chickens. 

Both subscenarios (AGI and SI) must be considered tail risks. Chow et al. (2024) convincingly argue that 
if markets expected SI to emerge, interest rates would already be significantly higher today. Their reasoning 
is straightforward: If such an immensely transformative event were anticipated, consumption smoothing 
would lead to higher present-day consumption, driving up interest rates – regardless of whether AGI or 
SI are expected to be benevolent or malevolent. 

Nevertheless, recent breakthroughs in AI have led experts to shorten their timelines for potential AGI 
emergence (Dilmegani, 2025). While the average of experts surveyed predict AGI to be achieved in 2040, 
which is beyond the five-year horizon of this paper, the average entrepreneur predicts AGI to be achieved 
in 2030. If AGI were achieved, the appropriate historical analogy would not be the Industrial Revolution 
but rather the Manhattan Project, implying the increasing dominance of geopolitical over economic 
 considerations (Aschenbrenner, 2024).

10	See IMF AI Preparedness Index at https://www.imf.org/external/datamapper/AI_PI@AIPI/ADVEC/EME/LIC. 
Spearman’s rank correlation ρ with GDP per capita is 0.89. 
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A central issue would be the alignment problem – the challenge of ensuring that both AGI and SI act in 
ways aligned with human values and goals.

Mitigation strategies: In this scenario, financial stability considerations would be overshadowed by 
alignment and geopolitical risks. We argue that AGI/SI governance would pose extreme challenges to 
 financial stability institutions as – per assumption – many fields of society would see profound changes. 
Regulators would need to quickly adapt to these multiple changes, potentially recasting the entire financial 
stability framework. In a world without banks, for instance, banking laws will be obsolete. But the basic 
principles of financial stability – societies’ faculty to save, to invest and to obtain funding – will continue 
to need safeguarding. Flexibility and the ability to overcome governmental inertia will therefore be key in 
this scenario. 

3.4 Scenario 4: AI winter 
An AI winter traditionally refers to a period in which AI technology fails to translate into substantial 
 productivity gains. Acemoglu (2025) reviews the fraction of tasks which are impacted by AI-induced 
 productivity gains. According to his estimates, total factor productivity across the whole US economy 
would increase by no more than 0.66% over ten years. This is strongly at odds with predictions made by 
e.g. leaders in the AI industry (see e.g. Aschenbrenner, 2024). One reason for the difference is that 
 Acemoglu’s approach does not account for AI-enabled scientific progress that feeds back to all professions, 
i.e. he treats scientific output as if it were consumed rather than invested. On the other hand, AI industry 
leaders might be overly optimistic due to (1) a self-selection bias (conviction leads to work in those fields, 
not the other way around), (2) an availability bias (their work consists of research and coding where AI is 
evidently stronger than in other fields) and (3) a confirmation and self-interest bias arising from their job, 
which includes convincing investors of the speed of AI advancement. 

In any case, even a more moderate variant of the AI winter scenario poses potential risks to financial 
stability: AI might continue to advance but fail to meet investors’ return expectations for at least some of 
the firms invested. Technological breakthroughs do not automatically guarantee economic returns. At the 
time of writing, the development cost of current AI models is not covered by the subscription revenue 
that the models generate. This means that AI laboratories are betting on current development cost 
 sufficiently reducing future development cost and generating profits in the long term. It is unclear whether 
the time of harvest will ever come: AI innovations may exhibit characteristics of a public good, e.g. when 
they are difficult to patent or easily replicable. In such cases, AI could generate broad societal value without 
offering sufficient private returns to investors. 

Geopolitical dynamics may further intensify the vulnerabilities outlined above. As Aschenbrenner 
(2024) highlights, trained model parameters can potentially be copied, sold illicitly or disseminated widely. 
Importantly, this outcome is not mutually exclusive with more transformative scenarios, including those 
described in scenarios (2) fast and powerful AI and (3) AGI/SI.

For the financial sector, such a development is highly relevant as it brings about a sharp correction in 
the valuation of AI companies and their suppliers, ranging from hardware to energy suppliers. Knock-on 
effects on the financial sector would be via direct holdings of equity or debt instruments and indirect 
 effects such as the wealth channel. Importantly, the extent to which the financial sector is involved in the 
AI capital expenditure boom is not clear. The Economist (2025) writes that while the main source of AI 
funding is internal funding, “capex is growing faster than cashflows […] indicating a $1.5trn financing gap 
over the next three years.” At present, the funding structure of AI firms suggests that contagion effects 
via the wealth channel are more important than those via debt financing instruments. 

Chart 1 shows the capital expenditure of selected US big techs. In 2025, Google, Meta and Microsoft 
are expected to spend more than USD 200 billion. These figures and their growth rates are staggering, 



34

OeNB – Financial Stability Report 50

but they are indicative only. They overestimate true spending by including all capital expenditure (including 
non-AI-related capital expenditure), but they underestimate investment in AI as they exclude key players, 
such as Amazon, xAI and Oracle, as well as R&D expenditures. 

Chart 2 highlights the importance of the wealth channel for financial stability, should AI not return big 
techs’ investment. It shows the growing importance of corporate equities in US households’ financial 
wealth (red line) and the combined market capitalization of Oracle, Meta, Google, Nvidia, Amazon and 
Microsoft as a percentage of US households’ total financial assets (blue line). Again, these numbers are 
indicative only. A substantial part of the market capitalization of these companies is unrelated to AI, and 
US households do not hold all of it, yet they do hold equities of other AI-related firms. Despite the 
 caveats, economic data point to the importance of the wealth channel: If the price-to-earnings (P/E) ratio) 
of the three big techs considered in chart 1 plus Nvidia readjusted to the S&P 500 long-term average 
(holding earnings constant), USD 8.2 trillion would 
be wiped from the US capital market, which would 
severely affect US consumers. Put differently, if AI 
investments fail to yield returns, a severe recession 
is likely to follow (Smith, 2025). 

Mitigation strategy: As with previous scenarios, 
sufficient capital and liquidity buffers remain the 
most effective safeguard against systemic risks. Reg-
ulators should carefully monitor signs of speculative 
excess in AI investments to prevent financial insta-
bility.11 Understanding the sources of AI financing 
is essential as the implications of an AI downturn 
will depend on whether risk-aware and resilient 
 actors or weaker links within the financial system 
ultimately fund the AI boom. Financial  stability in-
stitutions should aim for more clarity on this matter. 

11	See e.g. the USD 30 billion valuation of a company that does not plan to release any products until it develops 
superintelligence (Wall Street Journal, 2025).  
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4 Conclusion
As Aldasoro et al. (2024b) note, the financial sector has historically been among the earliest adopters of 
many new technologies like the telegraph, the computer and the internet. AI is no exception.  Given its 
reliance on data-heavy information processing, financial intermediation is particularly well suited to 
 implementing AI-driven enhancements. However, the risks associated with AI extend far beyond AI appli-
cations within the financial sector. AI- related risks to the financial sector can also emerge from AI appli-
cations outside the sector. Reputable institutions tasked with maintaining financial stability emphasize 
model opacity, herding, cyber risk and supplier concentration. 

After discussing these risks, we find that taking a too cautious approach to adopting AI might come 
with its own risk as well. Our scenario approach highlights that a strong pickup in AI capabilities can be 
disruptive for borrowers and thus for the financial sector as a whole. An overly cautious approach to AI, 
e.g. via regulation, prevents both the real and financial sectors in an economy from adopting and using AI, 
thus making AI transformation more painful. A society that adapts to the new technology is in a better 
position when it comes to channeling productivity growth into higher output or into a shift of output 
 toward other sectors. Ultimately, such a stance will benefit financial stability.

In the scenario in which AI fails to yield the expected returns, we must expect direct losses in the 
 financial sector (although the lack of data makes quantitative estimates difficult) as well as indirect  effects, 
e.g. via the wealth channel. 

By way of conclusion, we can say that there is no such thing as the one AI risk to financial stability. As 
we have seen, AI impacts finance through many channels, which are best described as new sources of 
well-known risks to banks and nonbank financial intermediaries. Among these risks are market risk,  credit 
risk, operational risk and liquidity risk. The fundamental safeguards of financial resilience – adequate 
 capital buffers, ample liquidity and a robust resolution framework – will remain critical. However, as AI 
adoption expands, the systemic nature of these risks may intensify, with a growing share of the financial 
system being exposed to simultaneous AI-driven disruptions. Recognizing and addressing these evolving 
dynamics will be essential to ensuring financial stability in an AI-powered future.
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